
Jury-rigging Maximum Likelihood
from common Iterative Tomographic Reconstruction Methods

Murdock G. Grewar∗1, Glenn R. Myers1, and Andrew M. Kingston∗1

1Department of Applied Mathematics, Australian National University, Australia

Keywords: computed tomography, x-ray tomography, maximum likelihood, iterative reconstruction

Summary: The conventional iterative tomographic reconstruction schemes: Landweber Descent, SIRT and the
Conjugate Gradient Method, are implicitly optimisation routines each seeking to minimise an objective function
taking the form of a sum of squares. Here we leverage this property to solve for Maximum Likelihood solutions
under various imaging noise models.

1. INTRODUCTION

A plethora of iterative reconstruction (IR) methods have been developed to tackle the inverse problem of x-ray
computed tomography. Many of these methods are implicitly optimisation routines, designed to minimise some
residual norm (whatever form that may take) between projection data that has been measured, and projection
data predicted by physical modelling of the resultant reconstruction with a known imaging setup. The quantity
being minimised will henceforth be referred to as the objective function.

In reality the set of radiographic projection data recorded during a tomographic scan is likely to be internally
inconsistent, because x-ray imaging is a stochastic process (at the very least, due to photon shot noise). Blissfully
unaware, the SIRT [1], Landweber Descent, and Conjugate Gradient Methods [3] (henceforth SLC ) will converge
upon a solution which minimises the l2 norm ||b−Ax||2 as their objective function, and it is our belief that the l2

norm arises by convention and its ubiquity in physics. Due to the heuristic derivation of many non-probabilistic
IR methods (e.g. those above), not much attention has been given to the objective function; it has remained a
byproduct of the algorithm itself.

Within the sphere of probabilistic reconstruction lie methods (e.g. Expectation Maximisation [2]) which
explicitly account for the stochastic nature of the imaging process. In particular, it is common to seek Maximum
Likelihood solutions, where the objective function being minimised is strictly required to be (equivalent to) the
negative log likelihood [− logL(x)] of a volume reconstruction x. The explicit form of this objective function,
[− logL(x)], is dependent upon the noise model describing the stochastic imaging process.

We show that when a mathematically precise Maximum Likelihood (ML) solution is sought under a fixed
noise model, the SLC may be tweaked to alter their objective function to coincide with (approximations to)
[− logL]. Thus, these existing IR methods may be re-purposed to produce ML solutions in many imaging
scenarios where the noise model is known. Modification of the Conjugate Gradient Method appears particularly
promising, providing relatively rapid convergence with monotonically increasing likelihood. This helps alleviate
a common issue in the application of existing IR methods wherein a reconstruction deteriorates after reaching
some maximum quality. This phenomenon is understood in our framework as (at least partially) a symptom of
a poorly chosen objective function.

2. METHOD

Simulations have been conducted in the 2D parallel beam case, where noise for each projection datum is
independent. Particular attention has been given to pure photon shot noise (modelled with a Poisson distribution
in sensor-incident intensity) in scenarios with high attenuation and/or low x-ray source photon count.

1. The imaging setup is modelled, including its noise profile
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2. The gradient of the log likelihood of a candidate reconstruction x is first calculated analytically, then
approximated by a linear transformation of the residual b−Ax.
i.e. ∇x logL(x) ≈ ATW(b−Ax) with W a linear transformation.

3. The backprojection operator AT in the desired IR algorithm is replaced by AT 7→ ATW.

4. The IR algorithm is run as per usual.

3. RESULTS

In cases tested thus far, the traditional SLC reach a local maximum of the reconstruction likelihood some time
after commencing, after which they ‘diverge’. In contrast, the tweaked algorithms have continued to converge for
as long as we have iterated them (1000-3000 iterations in the case of the CGM). The tweaked algorithms, even
when preconditioned in the same manner as their ‘vanilla’ counterparts, seem to suffer from slow convergence.
This issue has been circumvented, however, with the advent of an adaptive approach that gradually introduces
the tweak AT 7→ ATW as it senses a local maximum likelihood in consecutive reconstructions. That the
algorithms are performing as intended and are not subject to issues of numerical accuracy has been confirmed
by monitoring the objective functions, and seeing that they decrease monotonically.
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Figure 1: Two CGM algorithms were configured identically (including input data) apart from a tweak to the
back-projection AT 7→ ATW. Each was allowed to proceed for 1000 conjugate vectors (or ‘iterations’). In each
case, the solution with the greatest likelihood was chosen to represent the ‘best’ reconstruction above. (a) 61st
step of traditional CGM (b) 1000th step of CGM tweaked for pure Poisson noise.
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